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1 Introduction
The concept of "Trusted Friend Computing" (TFC) was proposed by the Institute for Complex
Systems (iCoSys) at the HES-SO in Fribourg in 2014. The main objective is to allow a community
of users to securely share their IT resources without a central organization collecting and storing
any information. It is a distributed, resource-centric paradigm where data, computing power,
software or the network can be shared reliably and resiliently. This paradigm defines an original
computer architecture built around the notion of a community of users (called friends) of a given
software application. Instead of using the traditional approach where the IT architecture is centered
around middleware to share resources, the TFC approach is centered around the software
application used by the community.
Inspired by the social networks model and using a concept similar to virtual private networks
(VPNs), the idea is to allow friends to invite other users of the software application to join the
community in order to share their resources. The community is thus built by individual
cooptation and is, by nature, distributed, decentralized and elastic.
In this project, the chosen application is a software tool dedicated to DNA analysis for diagnostic
laboratories. This software, called GenesearchNGS, analyzes next generation sequencing (NGS)
data to detect changes in DNA sequences for the diagnosis of genetic diseases.
In this community, the problem of data access and sharing is particularly critical because data is
generally very sensitive to privacy protection. In addition, some analyses, such as DNA
methylation, may require significant computing power that may not be available to all users. This is
especially true when peak loads occur due to the many complex analyses required to meet patient
needs. Finally, the sharing of genetic data between institutions can significantly improve the quality
of genetic diagnosis through access to a greater number of cases, increasing the de facto probability
of finding one that corresponds to the situation currently being analyzed by the physician.
Therefore, the community of physicians involved in the diagnosis of genetic diseases can greatly
benefit from the concept of TFC. The main objective of this project is to provide this community
with such a tool

2 Project request
To achieve the objective presented in the previous section, several technical challenges must be met.
This section lays out the technical challenges we met and the results achieved in relation to the
business objectives we had set for this project ([8] 6.5).
Challenge 1: Security and confidentiality issues in TFC context. The objective is to clearly defined
a security model for sharing IT resources in the context of TFC applications.
The result for this goal is the report on the security model associated to the TFC paradigm described
in chapter 4.
Challenge 2: Definition of the needs in terms of community management and accounting. The
objective is to precisely define the business model and the necessary features to add to the
application to allow the implementation of this business model.
The result for this goal is described in the report on the business model and analysis of its
implementation (see Chapter 4).
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Challenge 3: A platform to implement TFC compliant applications, by improving the existing
prototype of POP-Java to fully support the requirements of this project. This includes the ability to
distribute computing tasks as well as data storage/access over a friend network. It also includes
tools to monitor IT resources usage to allow for an accounting module.
The result of this work have been included in the publicly released version of POP-Java (v2.0)
under GNU LGPL. This version includes all the features needed to implement TFC-compliant
applications. We describe this work in chapter 5.
Challenge 4: DNA Methylation analysis module for GensearchNGS. Based on user needs, a
module for GensearchNGS has to be developed to allow analysis of DNA-methylation data and
visualisation of the result.
A prototype version of GensearchNGS which integrates DNA-methylation data analysis has been
released to a selected group of users. (see section 6.1 and [3]).
Challenge 5: The GensearchNGS software has to be augmented with the TFC capability. The goal
is the integration of IT resources sharing using the TFC concept including the tools to monitor the
resource usage in order to manage their accounting. The focus is put on the possibility to safely
share the data resources and not in the performance gain. Nevertheless we can expect, for the
methylation module, an efficiency of at least 70% when using computing resources of about 10 to
20 friends. This is in line with our existing distributed aligner [7] which we improve using TFC.
The prototype of a version of GensearchNGS which integrates DNA-methylation data analysis and
the TFC concept has been released to selected users and is described in chapter 6.1.

3 State of the art
To support the overall TFC concept, different aspects are needed. Some of them may be based on
already known methods and implementations, while others will need to be constructed specifically
to fit the principles highlighted by the TFC concept itself.
A non-exhaustive list of these aspects includes authentication, accounting, resource isolation, results
verification, scheduling, distributed computing and others.

3.1 Trusted Friend computing
In the remainder of this subsection, we present some of the known methods and implementations
that have inspired us to create the basic elements of our TFC implementation.

3.1.1 Friend-to-friend computing
Friend-to-friend (F2F1) is a type of peer-to-peer network which protects the anonymity of its users
by only communicating with known friends. Indirect connections to other participants can be
established through one's own network of friends.
While mostly used for sharing data, many concepts of F2F networking, as for example the notion of
“trust rating” presented by 2, can also be applied to computational tasks.
1 https://en.wikipedia.org/wiki/Friend-to-friend
2 https://link.springer.com/chapter/10.1007%2F978-3-540-74510-5_16
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3.1.2 Peer authentication
Authentication of a peer in a network is a common and well discussed problem when building
secure distributed systems. Depending on the morphology of the system being built, different
approaches can be applied.
The Public Key Infrastructure model3 allows to validate the identities of its peers in a distributed
fashion, but still requires a centralized Certificate Authority to issue the certificates.
A more distributed approach is provided by the Web of Trust4, in which the trust level of a given
peer is not certified by a central authority, but rather inferred from one’s own network of trusted
introducers.
Another possible solution for authentication and transitive authorization to grant access to resources
and data can be implemented using a ticketing system. Kerberos5 is the most widely known player
in this space, but the concept has also been re-implemented for slightly different use cases, such as
for example to grant access to computing nodes by the SLURM HPC cluster manager and job
scheduler6.

3.1.3 Blockchains
The relatively recent emergence of Blockchain7 based approaches is also very interesting for our use
cases and has a broad application spectrum. By using Blockchain based Smart Contracts8, it is, for
example, possible to have peers establish digital contracts about resource usage for accounting
reasons.
The Blockchain is also the basis for more complex peer-to-peer network, such as for example the
Golem project9, aiming at becoming a fully distributed worldwide supercomputer (including a
shared file-system) where computing power can be sold and bought.

3.1.4 Containers
Another recent technology which acquired lots of traction in the last couple of years is
containerization, represented by its two most prominent contenders, Docker10 and rkt11.
Containerization provides a solid and lightweight solution to different problems, such as resource
isolation, resource accounting and target system customization. In the case of TFC, containers offer
a valid and more lightweight alternative to virtual machines.

3 https://en.wikipedia.org/wiki/Public_key_infrastructure
4 https://en.wikipedia.org/wiki/Web_of_trust
5 https://web.mit.edu/kerberos/
6 https://slurm.schedmd.com/
7 https://en.wikipedia.org/wiki/Blockchain
8 https://en.wikipedia.org/wiki/Smart_contract
9 https://golem.network/
10 https://www.docker.com/
11 https://github.com/rkt/rkt
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3.1.5 Hardware level security
Even with resource isolation and complete control over the (software) execution environment using
containerization or virtual machines, it is very hard to guarantee tamper proof remote execution of
arbitrary code.
Although probably not applicable to our use case, Intel Software Guard Extension Enclaves 12 could
provide more insight into a robust solution for trusted remote execution and authentication of the
generated results.
Another possible solution to the same problem but extended to containerization and has been
investigated by Tectonic for usage with rkt13. In this case the base of the chain of trust would be
provided by a TPM chip.

3.1.6 Conclusion
Of all the concepts, the friend-to-friend approach is the closest to our goals. We want to expand that
approach by not only sharing data, but also computing power. On top of that we want to implement
it in a programmer friendly library, that allows to create secure applications in an easy way. As for
the security issues, while some innovative approaches exist, we can eliminate many security issues
through the fact that no code is sent between the members of the same network, but as they all run
the same code-base, only the invocation of the remote code needs to be secured.

1.1 Bioinformatics
There are two goals for TFC related to bioinformatics in the clinic. One is the secure sharing of
knowledge bases (such as variant databases) and the other one is sharing of computing resources.
This section looks at different concepts in the domain of bioinformatics where the sharing of
knowledge bases is done in some kind of a distributed way.
Traditionally, the knowledge sharing in human diagnostics is done in a very centralized way. Big
databases like dbSNP14 and Clinvar15, have been doing this for years. While those databases allow
for anonymous entry of the patient data into the database, they are cumbersome to submit data to
and once submitted, all control over the data is lost by the submitter.
More modern approaches are more decentralized databases like LOVD16, which allows institutions
to set up their public databases, with a central repository collecting the links to those databases.
Ultimately this does not solve the problem of internal databases that are not shared with a larger
public.
One recent alternative to this problem is the beacon network17, which allows institutions to make
their internal databases searchable by the internet. Through the beacon network internet platform,
12 https://software.intel.com/en-us/blogs/2016/06/06/overview-of-intel-software-guard-extension-enclave
13 https://tectonic.com/assets/pdf/TectonicTrustedComputing.pdf
14 https://www.ncbi.nlm.nih.gov/projects/SNP/
15 https://www.ncbi.nlm.nih.gov/clinvar/
16 http://www.lovd.nl/3.0/home
17 https://beacon-network.org/
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users can search for a specific variant. The different laboratories associated with the network, will
then answer if yes or no they know about that variant in their database.

3.1.7 Bioinformatics conclusions
Sharing genetic data, in particular genetic variation data, is strongly encouraged by the genetic
community. It is essential to understand the human genome in all its complexity.
Yet the existing approaches are often not suitable for many genetic laboratories, as they have
privacy concerns when sharing data on public databases or simply because of the, often unpaid,
work required to upload the data to those public databases.
Yet most laboratories already have existing internal databases and would like to share them, for
example with other laboratories in their consortium with which they often already share them
through more manual means. A secure way to share those internal databases inside a trusted
network of friend laboratories is required, and what we propose.

4 Project organization
As outlined in the project request, we split the into 5 work packages (WP).
● WP 1 considered all the management aspects of the project, from project meetings,
documentation to the planning of the project. This work package was a joint effort of both
project partners. WP1 was responsible for two deliverables, the previously submitted interim
progress report as well as the final report.
● WP 2 looked at the security issues of the proposed approach. The previously submitted
report on the security model was the only deliverable of this WP. Parts of that report can be
found in the “TFC security model” chapter.
● WP 3 had as its main task to implement the TFC model in POP-Java, based on the needs of
this project and release a new major release of POP-Java with the TFC functionality
included. The chapter “POP-Java TFC” looks at this WP in more detail.
● WP 4 looked at the integration of methylation analysis functions as well as the usage of the
TFC functionality developed by WP 3 into GensearchNGS. The deliverable of this WP is the
release of a new version of GensearchNGS with the TFC functionality integrated. Chapter
“GensearchNGS” looks at this work in more detail.
● WP5, the final work package, expanded on the work of WP 4 by developing prototypes of
more advanced tools to manage friends and their resource usage (for accounting purposes)
inside GensearchNGS. This work package had two deliverables, one for the accounting
module and one for the invoicing module. This WP is also described in the
“GensearchNGS” chapter.
In the following chapters we look at the individual workpackages and their results.

5 TFC security model
This chapter describes the TFC security model. It is based on both the existing models described in
Chapter 2 as well as a previous work done in the context of POP-C++, called ViSaG. We evaluated
7

the ViSaG model and how it applies to TFC and based on that evaluated defined the TFC model
itself.

5.1 Assessment of the ViSaG approach
This section is a short version of the internal report of milestone 1 [2].
The ViSaG security model (Securing the Grid using Virtualization : The ViSaG Model [1] ) allows
POP-C++ objects to be distributed across a network of machines in which not all machines
necessarily know each other. In the original POP-C++ model, to communicate between them,
machines (or remote objects) must have a permanent link such as, for example, a SSH connection.
The ViSaG model suppresses this constraint by allowing the POP-C++ runtime to create temporary
connections dedicated to given communications. These connections will be released when the
communications between the machines end.
The ViSaG model proposed to solve five problems that arise with this configuration.
1. How to ensure the integrity of the user's data and the user's calculations
2. How to ensure the integrity of the host machine
3. How to ensure the confidentiality of the communications
4. How to safely use machines belonging to different private networks (presence of firewalls)
5. How to ensure that different users using the same computing resource cannot interfere
between each other
The ViSaG model addresses those problem with basically two changes to the POP-C++ model.
First, every POP object is executed in a virtual machine instead of directly on the host machine.
This ensures the integrity of the host machine (1) and that different users don’t interfere with the
computing resources of each other when running on the same machine (5). To some degree, it also
ensures the integrity of the user’s data and calculations (1), although to a lesser degree than the
other way around.
To ensure the confidentiality of all communications (3), they are realised through SSH tunnels.
The basic premise of the ViSaG model seems indeed to be compatible with the requirements of
Trusted Friend Computing. But TFC can use a potentially simple version of this security model, as
it does not have to solve as many problems as the ViSaG model intends to solve.
Notably, 2 and 5 are not a problem in the TFC model, as every participant in a TFC network has the
control on the code that is executed on its own machine. This moves the focus of the TFC security
model towards assuring that the communications are safe, as well as ensuring that only approved
partners can connect to resources in the same friend network.
We consider the ViSaG security model as a good basis for the TFC security model. But it does come
with the significant overhead with the use of virtual machines, which is not necessary in the TFC
model, as we have a tighter control over the code to be executed.
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5.2 Definition of the security model
This section is a short version of the internal report of deliverable 1 [4].
Based on experiences gained thanks to ViSaG project and the specific needs of Trusted Friend
Computing, we defined a new security model that fits the needs of this project.
The following problems need to be addressed when considering the TFC security model:
1. How to ensure the integrity of the user's data and the user's calculations
2. How to ensure the confidentiality of the communications
3. How to safely use machines belonging to different private networks (presence of firewalls)
This list is a shortened version of the one describing the requirements of the ViSaG model.
The removed requirements are “How to ensure the integrity of the host machine” and “How to
ensure that different users using the same computing resource cannot interfere between each other”.
Both of those requirements are implicitly solved in TFC by the fact that no executable code is sent
between machines, but only method calls on already existing code is made. This way, every
participant in a TFC network has full control over the code that is executed.
The requirements of the TFC network lead us to the following description of the security model:
As already mentioned, unlike the traditional POP model, the TFC model does not need to launch
new objects on a remote machine. However, it needs to be able to connect to objects already
running that are executed by another instance of the software. Indeed, all collaborations between
machines (or nodes) in the same TFC network is done through already launched objects, onto which
remote objects can connect. This, of course, does not prevent , when needed, to create remotes
object using the already existing mechanism inside the POP model.
All communication between remote objects need to guarantee confidentiality and authentication of
the transmission. In other words we have to ensure that nobody can “listen” to the content of the
transmission, and that the remote machine with which we are communicating is indeed the one it
pretends to be.
To achieve these goals, all communications are encrypted and an authentication mechanism is used.
For this purpose SSL (Secure Sockets Layer) has been used as the encryption protocol and the
authentication has been implemented using traditional security certificates (which also contains the
public encryption key).
In the standard SSL communication model, the server sends the client his security certificate, which
then in turn is validated by the client using the root certification authority.
In the case of TFC, as it is a decentralized model, there is no certification authority that can sign the
certificates that are required to identify a user. Instead, to join a community, the joining partner
exchanges his security certificate with a node already in the network. This way, every node in a
TFC network knows the certificates of his immediate friends, and can use their POP objects in a
secure way.
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If a node connects to another node that is not a direct friend, it recursively asks its direct
neighborhood in the network to learn about the certificate of the connecting node. This removes the
need for a central certification authority. But it requires a path through the network using currently
online machines.
Ensuring that the certificates match the partner node for every communication, and using them to
encrypt the communication, ensures the confidentiality and the authentication of communications
without presence of firewall.
To have the same level of service and security for communications between machines separated by
a firewall, is a very difficult challenge as mentioned in our request (“WP2 Risk/mitigation” p.33).
Risk 1 - The main risk concerns the difficulty to take into account all possible configurations of
security devices. It is likely that we will not be able to address all situations.
Mitigation 1 - The principle itself of "sharing IT resources" implies a minimum of will to open the
IT infrastructure toward outside. Thus, we can assume that we will not have to deal with totally
closed IT infrastructures. The main difficulty will be to find a reasonable compromise between
openness and security.
Even if we did not address this challenge for all possible configurations of security devices, we
proposed and implemented a solution solving the use case called one-directional firewall
communication. This solution is presented in the section 5.2 of this document.

6 POP-Java TFC
POP-Java was improved in several ways to support the different features required for TFC. A more
in depth analysis of what features were required and have actually been implemented, can be found
in the master semester project documentation “Trusted Friend Computing”, Mazzoleni Davide,
2017.
Up to this CTI project, POP-Java has been mainly used for teaching purposes and thus did not have
a large public presence. To fulfill the needs of this project we set-up a new website for POP-Java18
and released the version 2.0 of POP-Java which is distributed under the GNU LGPL19. We have
improved both the stability and performance to allow usage in a commercial product such as
GensearchNGS. We also packaged POP-Java 2.0 to be available on maven central, to make it easier
for developers to integrate the technology into their projects.
Various features have been implemented such as (but not limited to):
●
●
●
●
●

Secure SSL/TLS connections for all communications
Ability to create and manage several POP networks
Ability add the security certificates to POP networks
Ability to publish objects on POP networks (and not only create new ones)
Ability for POP-Java objects to monitor the resource usage

18 https://icosys.ch/pop-java
19 https://github.com/pop-team/pop-java
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6.1 Accounting
In order to allow a TFC applications, written with POP-Java, to do accounting, one needs to add
new features to the POP-Java tool. For this purpose we have enhanced POP-Java with the capability
for a POP-Java object (a shared object) to precisely monitor the duration of the execution of its
methods required by other remote objects as well the amount of data these methods have processed
as input and/or output.

6.1.1 Available measures
For a given shared object exploited by POP-Java application, the following measures were
implemented:
- Number of calls, i.e. accesses, to the object;
- Total duration of all calls to the object in [milliseconds];
- Total size of the input parameters passed to the object in [bytes];
- Total size of the output results returned by the object in [bytes] (it includes the size of
potentially modified parameters).

6.2 Firewalls and NAT
In order to let POP-Java objects find themselves and communicate, it has to provide the ability to
handle NAT (network address translation) and pass through firewalls. We implemented the
ability for POP-Java to use the UPNP (Universal Plug And Play) protocol to request port
forwardings for objects behind a firewall.

6.3 Current state
The current implementation of POP-Java allows objects located behind a firewall to communicate
with other objects located beyond that firewall in the case the latter objects are not themselves
located behind a firewall. We called this situation a one-directional firewall communication.
In order to do that, at user A’s side, the firewall must be configured to let a port open for an internal
dedicated Job Manager, which will be thus reachable by other users’ job manager through this port.
When an object OA belonging to user A is available for other external users (friends), user A’s job
manager will retrieve and transmit the external IP address along with the object reference to other
users’ job manager. Then, when an object OB belonging to user B want to access an object OA of
user A, it will provide its IP address to the internal job manager of User A, which will transmit it to
OA. At last, OA will be able to establish a permanent communication with OB.
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6.3.1 Limitations
This leads to the following practical restriction for TFC in the use-case of GensearchNGS. While
installations behind a NAT can freely communicate with installations behind another NAT or with
no communication restrictions, communication with installations behind a firewall are restricted.
While the jobmanager, responsible for the resource discovery on a TFC network is connected to the
installation behind the firewall (given that the installation behind the firewall connected at least
once to the installation outside the firewall) and can perform a resource discovery on that machine,
it is not able to connect to the resource (object) that is running behind the firewall.

6.3.2 Future work
As remaining future work, the POP-Java implementation may be improved to handle the situation
where two different objects located behind the firewalls of two different users must communicate.
Actually, the best retained solution which might be implemented consists in providing to job
managers the ability to “forward” an established communication to their objects.

7 GensearchNGS
GensearchNGS is the bio-informatics tool developed by Phenosystems SA which is being extended
in this project, both through the integration of a new analysis type (DNA Methylation analysis) as
well as the integration of TFC in multiple features, both new and existing.
This chapter looks at both the methylation module which was integrated, as well as the other TFC
features now present in GensearchNGS.

7.1 Methylation module
This section is a short version of the internal report about milestone 2 [3].
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The methylation model for GensearchNGS was developed based on the feedback of the laboratory
of Human genetics in Würzburg, Germany. Several types of statistics can be calculated for a
particular sample, as well as the comparison of those values between multiple samples. The
implemented prototype has been integrated into the release version of GensearchNGS.

We implemented both data analysis as well as data visualization tools for methylation analysis, as
shown in the provided screenshots. More details can be found in the Milestone 2 document.

7.2 TFC integration
In this chapter we discuss the integration of TFC and its features in GensearchNGS.

7.2.1 TFC network management
To join a TFC network we added a new user interface in GensearchNGS to create networks and
manage friends.
To join a network, the joining party and at least one of the members of the network need to
exchange contact information (IP or URL and port) as well as their public security certificate. Both
parties have to add the other as a friend to their network to be able to use their resources.
Once somebody joined a network, we also added a new interface that can be used to specify the
specific rights other people on that network have ([4])
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7.2.2 Sequence alignment
GensearchNGS integrates a next generation sequence (NGS) aligner. Aligning NGS data against a
reference genome is a standard analysis step in diagnostics. It is also a very costly step. This is why
using distributed computing for that analysis type was a natural fit and we improved the existing
code to take advantage of a TFC network to distribute the workload.
In a very transparent way the user can choose to use the distributed version during the alignment,
simply by activating the corresponding option, and distribute the workload over the available
computers on any of the TFC networks he is connected to.
We also improved the existing aligner to be able to align bi-sulfite sequencing data, in order to
improve that particularly slow analysis step.
When aligning bi-sulfite sequencing data against a reference, the alignment has to be done against
multiple copies of the reference that take into account the bi-sulfite treatment. This multiplies the
time required for the alignment by a factor of about 3. Having a way to distribute this alignment
step is thus especially important.
GensearchNGS already integrated a distributed aligner before the introduction of TFC. While it was
much harder to setup and no security was applied, we could adapt the existing code to use the TFC
14

network to find computing resources. The distributed sequence aligner was published in [7] and
showed good speed when distributing the workload over multiple computers.

7.2.3 Distribute variant database
We integrated in GensearchNGS the ability to share variants across multiple laboratories through
the use of TFC. The basic inspiration of this feature is the beacon network20 which allows
institutions to make their internal variants available in an anonymous way through a public website.
Users of GensearchNGS that are part of a TFC network can allow all members of the network or
their direct friends to access their variant database or share their classification.

7.3 Accounting
The usage of the resources are tracked by every member of the network. At any point the usage of
resources (number of calls, duration of the calcuations and the bandwidth used) can be displayed
and reset for the members that used local resources. This first basic implementation of the
accounting feature allows thus complete tracking of the resources and a basic handling of those
tracked stats.
Further work is needed to allow for a user friendly way to handle the invoicing more easily, as
currently this par has to be done manually.

8 Business model tools
In this chapter we describe the solutions the project provides to support the business processes
envisioned. Users of the software can be both consumers and producers of resources (data,
computing power). The system has to be sufficiently flexible so that a fair 'price' can be defined by
a user as well as a compensation system to net consumption and production of resources over a
given time. On top of this, we want the business model capable of rewarding users recruiting or
referring new users to the TFC network, which is important for the software editor. The nature of
the reward should be variable and be defined by the software editor and/or the user, it could include
monetary compensation, free access to resources, additional free licenses or maintenance contracts.
Here are the WP5 Goals as defined in the project proposal and how they were achieved:
20 https://beacon-network.org/
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Goal 1 : Functioning system to manage a user's friends access rights
We had foreseen a potential risk, namely:
‘Difficulty of representing complex access rights logics in a user-friendly GUI'
we had sufficient resources to implement a basic user-friendly GUI for managing access rights and
configuring a friend network, including sharing SSL keys (through an exterior means, such as an
email exchange between friends). You can see chapter 6.2 for screenshots of the GUI to manage
friends and networks.
The prototype system demonstrates with this GUI the possibilities to create networks, remove
yourself from a network, add and remove friends from different networks, and see who is connected
and list all your friends. The system demonstrates also finer levels of access rights management,
such as defining who (‘Direct friends only’ or ‘All friends’) can access computing resources
(‘Sequence alignment’), data resources (‘Variant database’) and which part of the data resources are
shared (‘Share classification’).
The prototype is thus already flexible enough to accommodate additional levels in future
developments without major changes, using feedback from beta-testers.
Goal 2 : Functioning accounting system to rewards users referring new customers to software
editor
and
Goal 3 : Functioning invoicing system for users of friends resources
The underlying POP-JAVA TFC extensions implements tracking of certain resources (such as
processor time used by a friend, number of calls received by a friend as well as quantity of data
transferred). Although the team decided to put more emphasis on developing the GUI for goal 1,
which is more important to attract customers into the network, a basic GUI was implemented to
display processor time used by friends as well as the possibility to reset this counter to zero,
signifying that this time has been invoiced (through an external system). You can see the GUI in the
previous chapter.
Defining a GUI to parametrize a rewards system and inform the software editor of referrals beyond
the implementation of resource tracking would have exploded our budget. In our field, molecular
diagnostics, the users are, in general willing to share without compensation, at least with their
regular colleagues. Concerning the referral per se of new customers, Phenosystems SA current size
allows still to negotiate on a case by case basis when a new customer is referred by an existing one.
But we did add a functionality that allows customers to automatically notify Phenosystems SA
when they add a new friend in their network. All this thus led us to concentrate on Goal 1 for the
development of GUI.

8.1 Dissemination
Although not initially planned, several opportunities came up that allowed to present both the
concept of trusted friend computing and its usage in GensearchNGS to a larger public.
16

The first opportunity came through the European Human Genetics Conference 2017 in
Copenhagen, Denmark. At this occasion we presented a Poster “Trusted Friend Computing: data
mining federated OMICS knowledge source”, describing the concept of TFC and the advantages it
offers to the Genetics community. The poster was well received and allowed to get good input for
the future direction of the project.
The second opportunity came through the Variant Detection 2017 conference in Santiago de
Compostela, Spain. During this conference we had both a presentation and a poster with the title
“Safe variant annotation sharing across laboratories” which was very well received. The
discussions with the participants of the conference confirmed our view that offering a collaborative
computing platform in which the participants retain complete control over their data. The
discussions also resulted in contacts for potential future projects and collaboration, both for the
University of Applied science Switzerland, Fribourg and Phenosystems SA.
We also had a Bachelor project of Davide Mazzoleni, which resulted in a publicly available report
about TFC and its implementation. This project was in many aspects key to the success of this CTI
project.
The methylation module developed during this project lead to the publication of a publication in the
International Journal of Cancer (2018), “Single CpG hypermethylation, allele methylation errors,
and decreased expression of multiple tumor suppressor genes in normal body cells of mutationnegative early-onset and high-risk breast cancer patients”. This work as done in collaboration
with the University of Würzburg.
The final results of the project have also been presented at the European Human Genetics
Conference 2018 in Milano, Italy. We presented the poster “Trusted Friend Computing: Securely
share OMICS data”, giving an overview of the possibilities of the TFC approach with its
implementation in GensearchNGS.

8.2 Conclusion
With regard to the objectives of the project as stated in the application, we can say without
hesitation that this project is a success. Indeed, it has achieved all its objectives. In the request, two
types of objectives were mentioned: technical and commercial. Five technical objectives were
mentioned, namely (section 6.5 of the application):
1. Security and confidentiality issues in TFC context.
2. Definition of the needs in terms of community management and accounting.
3. Platform to implement TFC compliant applications
4. Methylation module for GensearchNGS
5. TFC integration in GensearchNGS
An original model for security issues in the context of the TFC has been proposed (see report [5]
and section 4 of this document), and this model has been implemented in the final prototype. The
POP-Java platform has been improved and completed by functionalities allowing, on the one hand,
to manage several distinct communities and, on the other hand, to handle data for accounting. This
new version of POP-java has been released as "version 2.0" and has been used to integrate the TFC
concept in the GensearchNGS software. Finally a module allowing to handle genetic data (DNA
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and RNA) which includes methylation information has been implemented (see section 6.1). This
module allows to:
1. Align bi-sulfite sequencing data
2. Do variant calling (even if not very commonly used today)
3. Analyse methylation distribution on regions of interest
4. Visualise methylation information
On the commercial point of view four major project outcomes have been defined at the beginning of
the project ([8] 5.2) to address the business needs of Phenosystems SA and to help to grow its
business. We present them here below with a short description of how they have been attained:
O1: TFC for variant data exchange (DNA, RNA and methylation) across two different sites in two
different cities functioning prototype for a new product.
The prototype has been tested simultaneously in three different sites in two different cities with over
12 instances of the software, including one behind a firewall and two with NAT/UPNP setup to
simulate a complex network. The data exchange functions bidirectionally between systems behind a
NAT system (where the router can be configured via UPNP). A system behind a firewall can request
information (such as DNA and RNA variants stored in the database) from a system behind a NAT
router or send data for alignment (such as DNA, RNA and DNA methylation data), but not the other
way around. Currently gene expression levels and DNA methylation rates are not stored in the
variant database. The technical solution which can be proposed to a customer who has his machine
behind a firewall is to put at least one of his machines in a DMZ outside the firewall to answer
requests from friends. Technically it should then be feasible for the firewall administrator to
implement a rule on the router/firewall to connect instances behind the firewall to the instance on
the DMZ.
O2: TFC for compute power exchange across two different sites in two different cities functioning
prototype
Using the installation of the prototype network described in O1, we tested various scenarios to align
DNA sequence data on remote friend machines as well as on machines located at the same site to
simulate customers that might want to have one instance running on a local server/cluster/cloud and
individual Desktop instances running in various offices.
O3: DNA methylation analysis module functioning prototype for a new product
The DNA methylation analysis module has been developed in close collaboration with the research
group at University Würzburg where it was already used on real data and allowed to find
information which was used in publications, notably a publication in the International Journal of
Cancer, which you find described in chapter 8, dissemination.
The project has thus exceeded our expectations for this outcome, providing Phenosystems SA with
a functioning module that has been validated through a publication in a well known respected
journal.
O4: epidemiological/summary data exchange across two different sites proof of concept for a new
product
At the GUI level the implementation doesn’t yet allow requests of summary or epidemiological
data, but at the underlying POP-JAVA-TFC level the technology has been implemented.
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